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Bloomberg 

• Founded in 1981  

• 320,000 subscribers  

• Customers in 170 countries 

• Over 18,000 employees in  
192 locations 

• More News Reporters than the  
New York Times + Washington Post  
+ Chicago Tribune 

• Over 5,000 Engineers/Programmers  
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Natural Documents 

News that Moves the Market 

Sentiment Signals 

Outline 
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Amazon Financials 
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Understanding Natural Documents 

“Scatteract: Automated extraction of data from scatter plots” 

at ECML/PKDD 2017, with Mathieu Cliche, Dhruv Madeka, 

and Connie Yee. 

 

 https://github.com/bloomberg/scatteract 

https://github.com/bloomberg/scatteract
https://github.com/bloomberg/scatteract
https://github.com/bloomberg/scatteract
detect2/126720ufp1b00m28m179_30_raw.png
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Market Moving News 
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Example 
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Example 
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• Supervised learning setup 

o Training data: news stories + positive/negative labels 

 Did this precipitate a price reaction? 

 Positive labels are MMN events 

o Model will provide a probability of price/volume move given a headline 

 

• Defining a positive MMN event 

o What constitutes a market move (anomaly)? 

o Aligning news headlines to that move (relevance) 

 

 

 

 

 

Introduction 
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Finding anomalies in the market 
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Finding price anomalies is hard 

12 
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• Find stories tagged with the ticker in the [-5min, +2min] window around the 
beginning of the anomaly 

 

• +2 minutes because we might not have the breaking story, but might have similar 
stories 

Finding Stories Aligned With Anomalies 

13 
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• Stories are annotated by humans: whether the stories are related to the price 
move 

• Limited to English, and no social media, for now 

• Predominantly flash headlines 

 

• Overall, of the one million examples, only about 2% are positive 

• Negative examples are sampled 

Annotation 

14 
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Negative Examples 
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Negative Examples 
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Negative Examples 
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Why We Need Human Annotation 
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Quiz: Is this Market Moving News? 
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Quiz: With context, should this be an MMN event? 
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Nomura Real Estate 
Holdings 
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The explanation (story minutes later…) 

21 



© 2018 Bloomberg Finance L.P.  All rights reserved. 

• One of the go-to methods for binary classification problems 

o Many features 

o Features are correlated… 

oMillions of samples (more complex methods are computationally 
intractable) 

 

• Named after logistic (sigmoid) function: 

o 𝐿(𝑧) =  
1

1+𝑒−𝑧
 

• Based on a linear combination of ‘features’: 

o 𝑧 𝑥 = 𝛼 + 𝜷. 𝒙 = 𝛼 + 𝛽1𝑥1 + 𝛽2𝑥2 +⋯+ 𝛽𝑑𝑥𝑑 

• Learning is finding the values for parameters: 

o 𝛼, 𝛽1, 𝛽2, 𝛽3, … , 𝛽𝑑 

 

 

 

 

 

 

 

 

 

 

Logistic Regression Model 
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𝑧 

𝐿
(𝑧
) 
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Features 

23 

1-grams: Gold, Rallies, … 

2-grams: Gold Rallies, Rallies on, … 

3-grams: Gold Rallies on, Rallies on Weak, on 

Weak U.S., … 

1-skip-bigram: Gold on, Rallies Weak, on 

U.S., … 

… 

2-skip-trigram: Gold Weak U.S., Rallies U.S. 

Retail, on Retail Sales, ... 

 

m-skip-n-gram: Gold Rallies Weak U.S. Retail 

                            Gold Rallies U.S. Retail Sales 

          …. 
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• Logistic Regression: 

o Using about 24k features 

o Main features: skip-grams, topic codes… 

o (Tried many other features…) 

 

• The pipeline: 

o POS tagging 

o name entity matching 

o skip-gram extraction, etc. 
 

Current Production System 

24 

• Caveats: 

• Skip-grams are very sparse, 

making it difficult to reliably 

estimate their weights 

• This model needs careful feature 

selection 

• Many moving parts 
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Comparison between: 

25 

Next Version Logistic Regression 
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Social Velocity 
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Sentiment analysis 

Sentiment analytics data is provided in two ways: 

 

1. Story-level sentiment 

o Generated in real time upon the arrival of news stories or tweets 

o Score: 1 for positive, -1 for negative, and 0 for neutral 

o We generate three way confidences - interpreted as probability 

 

2. Company-level sentiment 

o Weighted average of story-level sentiments – aggregated at daily 
and intra-day intervals 
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Binary classification can be viewed as a task of separating classes 

in feature space: 

SVM basics 

wTx + b = 0 

wTx + b < 0 
wTx + b > 0 

f(x) = sign(wTx + 
b) 
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• Distance from example xi to the separator is 𝑟 =
𝑤𝑇𝑥+𝑏

𝑤
 

• Examples closest to the hyperplane are support vectors  

• Margin ρ of the separator is the distance between support 

vectors 

Classification margin 

r 
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Solving the Optimization Problem 

Find w and b such that 

Φ(w) =½ wTw  is minimized and for all {(xi ,yi)} 
yi (w

Txi + b) ≥ 1 

Find α1…αN such that 

Q(α) =Σαi  - ½ΣΣαiαjyiyjxi
Txj is maximized and  

(1)  Σαiyi = 0 

(2) αi ≥ 0 for all αi 

• Need to optimize a quadratic function subject to linear constraints. 
 

• Quadratic optimization problems are a well-known class of mathematical programming 
problems, and many (rather intricate) algorithms exist for solving them.  
 

• The solution involves constructing a dual problem where a Lagrange multiplier αi is 
associated with every constraint in the primary problem: 
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We take all stories tagged with a particular company: 

 

1) Each news story or tweet is scored with "confidences“  𝐶+, 𝐶−, 𝐶𝑛 for 

positive, negative and neutral sentiment respectively. 

 

2) Story specific sentiment (polarity score): 𝑆𝑖 = 𝐶+
𝑖−𝐶−
𝑖  

 

3) Sentiment Average: 

𝜇 =
 𝑆𝑖𝑁
𝑖=1

𝑁
=
 (𝐶+

𝑖 − 𝐶−
𝑖 )𝑁

𝑖=1

𝑁
= 𝐶+ − 𝐶− 

 

1) Sentiment dispersion = Inter-story variance + story specific dispersion 

 

Simplifies to: 𝐶+ + 𝐶− − 𝜇
2  

   

 

Sentiment aggregation methods 
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The daily sentiment score is constructed using story level sentiment data 

over the 24 hours period, and calculated around 9:05 AM every day. 

 

 

Sentiment vs. contemporaneous return 
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Does market efficiently price in the sentiment information? 

Trading signal (conditional drift) 
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Does market efficiently price in the sentiment information? 

 

• Strategy: 
o Each day before market open, rank all stocks by their daily sentiment  

 
o Three variations:  

1. HML 1/3 : Long top 1/3 and short bottom 1/3 stocks 

2. HML 5% :  Long top 5% and short bottom 5% stocks  

3. Prop : Positions proportional to the difference of sentiment scores from 

its cross-sectional mean 

 

o Create portfolio at market open and close out at market close 

 

We backtest the strategy for Russell 2000 stocks from Jan-01-2015 

to Jul-31-2016 

Strategy: Daily long-short 
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The portfolio daily return can be computed as the following, 

𝑅𝑒𝑡𝑗 =  𝑤 𝑖𝑗
𝐿𝑜𝑛𝑔 𝑃𝑖𝑗

𝑐𝑙𝑜𝑠𝑒

𝑃𝑖𝑗
𝑜𝑝𝑒𝑛 − 1 −  𝑤𝑖𝑗

𝑆ℎ𝑜𝑟𝑡
𝑃𝑖𝑗
𝑐𝑙𝑜𝑠𝑒

𝑃𝑖𝑗
𝑜𝑝𝑒𝑛 − 1  

𝑖 ∈𝑆ℎ𝑜𝑟𝑡𝑗𝑖 ∈𝐿𝑜𝑛𝑔𝑗

 

Where 
𝑅𝑒𝑡𝑗 is portfolio return on day j; 

𝑃𝑖𝑗
𝑐𝑙𝑜𝑠𝑒 is the close price of stock i on day j,  𝑃𝑖𝑗

𝑜𝑝𝑒𝑛
 is the open price of stock i on day j;  

𝐿𝑜𝑛𝑔𝑗 is the basket of stocks to long on day j, 𝑤𝑖𝑗
𝐿𝑜𝑛𝑔

 is the weight of stock i in 𝐿𝑜𝑛𝑔𝑗; 

𝑆ℎ𝑜𝑟𝑡𝑗 is the basket of stocks to short on day j, 𝑤𝑖𝑗
𝑆ℎ𝑜𝑟𝑡 is the weight of stock i in 𝑆ℎ𝑜𝑟𝑡𝑗; 

 

For HML portfolio, 𝑤𝑖𝑗
𝐿𝑜𝑛𝑔
=

1

# 𝑜𝑓 𝑆𝑡𝑜𝑐𝑘𝑠 𝑖𝑛 𝐿𝑜𝑛𝑔𝑗
 ,   𝑤𝑖𝑗

𝑆ℎ𝑜𝑟𝑡 =
1

# 𝑜𝑓 𝑆𝑡𝑜𝑐𝑘𝑠 𝑖𝑛 𝑆ℎ𝑜𝑟𝑡𝑗
 

  

For proportional portfolio, 𝑤𝑖𝑗
𝐿𝑜𝑛𝑔
=

𝑆𝑆𝑖𝑗
𝐿𝑜𝑛𝑔
−𝜇𝑗

 (𝑆𝑆𝑖𝑗
𝐿𝑜𝑛𝑔
−𝜇𝑗)𝑖∈𝐿𝑜𝑛𝑔𝑗

 ,  𝑤𝑖𝑗
𝑆ℎ𝑜𝑟𝑡=

𝑆𝑆𝑖𝑗
𝑆ℎ𝑜𝑟𝑡−𝜇𝑗

 (𝑆𝑆𝑖𝑗
𝑆ℎ𝑜𝑟𝑡−𝜇𝑗)𝑖∈𝑆ℎ𝑜𝑟𝑡𝑗

 

  

𝜇𝑗 is the cross-sectional mean of the company-level sentiment on day j; 

𝑆𝑆𝑖𝑗
𝐿𝑜𝑛𝑔

 is the sentiment score of stock i in 𝐿𝑜𝑛𝑔𝑗 on day j 

𝑆𝑆𝑖𝑗
𝑆ℎ𝑜𝑟𝑡 is the sentiment score of stock i in 𝑆ℎ𝑜𝑟𝑡𝑗 on day j 

Daily strategy 
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Russell 2000 Stocks 
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Sentiment Dispersion:  To calculate the overall dispersion, we need to track two 

components. 

 

• INTRA STORY VARIANCE: Variance within one story due to classification uncertainty  

 

The variance of the sentiment per story is defined as the variance of the trinomial 

probability distribution 

𝑉𝑎𝑟𝑖 = E X𝑖 − 𝑆𝑖
2
= 𝐶+
𝑖 1 − 𝑆𝑖

2
+ 𝐶−
𝑖 −1 − 𝑆𝑖

2
+ 𝐶𝑛
𝑖 0 − 𝑆𝑖

2
 

Simplifies to 𝑉𝑎𝑟𝑖 = 𝐶+
𝑖 + 𝐶−

𝑖 − 𝑆𝑖
2
= 𝐶+
𝑖 + 𝐶−

𝑖 − (𝐶+
𝑖 − 𝐶−

𝑖 )2 
 

• INTER STORY VARIANCE: Sample variance of the different stories [i.e., 

𝑆𝑎𝑚𝑝𝑙𝑒𝑉𝑎𝑟 𝑆𝑖 ] 

 

• TOTAL VARIANCE: We expect it to be 𝐶+ + 𝐶− − 𝜇
2 since we have trinomial 

distribution for the overall aggregation as well. Turns out we can show that sum of two 

components 𝑆𝑎𝑚𝑝𝑙𝑒𝑉𝑎𝑟 𝑆𝑖 + 
 𝑉𝑎𝑟𝑖𝑁
𝑖=1

𝑁
 indeed equates to 𝐶+ + 𝐶− − 𝜇

2 

 

Dispersion calculation 
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Russell 2000 stocks 
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Russell 2000 – combining news and social 
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Russell 2000 – with transaction cost 
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THANK YOU 


